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What is Machine Learning?
 Machine learning systems are often described as learning
from experience either with or without supervision from
humans.

 In supervised learning problems, a program predicts an
output for an input by learning from pairs of labeled inputs
and outputs; that is, the program learns from examples of
the right answers.

 In unsupervised learning, a program does not learn from
labeled data. Instead, it attempts to discover patterns in the
data.

 For example, assume that you have collected data
describing the heights and weights of people. An example
of an unsupervised learning problem is dividing the data
points into groups. A program might produce groups that
correspond to men and women, or children and adults.



What is Machine Learning?

Supervised learning and unsupervised learning
can be thought of as occupying opposite ends of
a spectrum.

Some types of problems, called semi-
supervised learning problems, make use of
both supervised and unsupervised data; these
problems are located on the spectrum between
supervised and unsupervised learning.

An example of semi-supervised machine
learning is reinforcement learning, in which a
program receives feedback for its decisions, but
the feedback may not be associated with a single
decision.
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When is Machine Learning useful?



ML in a Nutshell

• Tens of thousands of machine learning 

algorithms

• Hundreds new every year

• Every machine learning algorithm has three 

components:

– Representation

– Evaluation

– Optimization



Representation

• Decision trees

• Sets of rules / Logic programs

• Instances

• Graphical models (Bayes/Markov nets)

• Neural networks

• Support vector machines

• Model ensembles

• Etc.



Evaluation

• Accuracy

• Precision and recall

• Squared error

• Likelihood

• Posterior probability

• Cost / Utility

• Margin

• Entropy

• K-L divergence

• Etc.



Optimization

• Combinatorial optimization

– E.g.: Greedy search

• Convex optimization

– E.g.: Gradient descent

• Constrained optimization

– E.g.: Linear programming



Types of Learning

• Supervised (inductive) learning

– Training data includes desired outputs

• Unsupervised learning

– Training data does not include desired outputs

• Semi-supervised learning

– Training data includes a few desired outputs

• Reinforcement learning

– Rewards from sequence of actions



Inductive Learning

• Given examples of a function (X, F(X))

• Predict function F(X) for new examples X

– Discrete F(X): Classification

– Continuous F(X): Regression

– F(X) = Probability(X): Probability estimation


